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Abstract

In this partof thecoursewe will review someexamples
of shadng algarithmsthatwe mightwantto implement
in arealtime or interactive systan. This will help us
to identify commonappoache for real-time shadirg
systans andto accuire information abou featue sets
requred for thiskind of sysem.

Theshadng algotithmswewill look atfall into three
cateyories: realistic materids for locd andglobal illu-
mination, shadowmappirg, andfinally bump mappirg
algarithms.

1 Realistic Materials

In this secton we descibe techiques for a variety of
different reflectionmodelsto the computdion of local
illuminationin hardware-bagdrencering. Ratherthan
repleacing the standaird Phongmodel by anoter single,
fixed model, we seeka methodthat allows us to uti-
lize awide variety of differentmodelssothatthe most
appopriate modelcanbe chosnfor eachapdication.

1.1 Arbitrar y BRDFs for Local lllumina-
tion

We will first consider the cas of local illumination,
i.e. light that arrives at objeds diredly from the light
sources. The more compicated caseof indirect illu-
mination (i.e. light that bourcesarourd in the ervi-
ronmen befare hitting the objed) will be descibedin
Sectionl.3.

The fundamentalappioach for rendering arbitrary
materids works asfollows. A reflecion modelin re-
flection modelin computr graghicsis typically given
in the form of a bidirectioral reflecance distribution
fundion (BRDF), which desribesthe amountof light
reflectal for eachpair of incoming (i.e. light) andout-
going (i.e. viewing) diredion. This function caneither

be repregntedanalytically, in which caseit is calleda
reflecticn model) or it canberepresental in atakularor
sampledorm asa four-dimensonalarray (two dimen
sionseachfor theincoming andoutgoing direction).
The problem with both representaions is that they
cannd diredly be usedin hardvare rendering the
interesting analytical models are mathematally too
comple for hardvareimplemenations, andthetatular
form consumestoo muchmemory(a four-dimensimal
table can easiy corsumedozers of MB). A differ-
entappoachhasbeenproposedby Heidrich and Sei-
del [9]. It turnsout that mostlighting modelsin com-
puter graphics can be fadored into independert com-
poneris thatonly depend on oneor two andes. These
canthenbeindependatly sampledandstorad aslower-
dimensonal tablesthat consume much less memory
KautzandMcCool[12] descibed a methodfor fadtor-
izing BRDFsgiven in takular form into lower dimen
siond partsthatcanberendeedin asimilar fashon.
As anexamplefor thetreatmentof analyical models,
consitlerthe oneby TorranceandSparrow{29]:

F.-G-D

frll = 0) = T-cosq-cosf’

1)
wheref, istheBRDF, « is theangke betwee thesur-
facenormali andthevectai’ pointing towardsthelight
soure, while g is theangk betwee 7 andtheviewing
direcion v. Thegeomety is defctedin Figurel.

For a fixed index of refraction, the Fresnelterm F
in Equatbn 1 only dependsonthe ande 8 betwea the
light direction i andthe micro face normalk, whichis
the halfway vecta betweerl and#. Thus,the Fresné
termcanbe sea asa univariatefunction F(cos 8).

The micro facetdistribution function D, which de-
finesthe percetageof faces oriented in diredion h,
depemsontheangled betweerh, andthe surface nor-
mal 77, aswell asa roughnessparamegr. This is true
for all widely used choicesof distribution functions, in-
cluding a Gaussia distribution of § or of the suiface
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Figure 1: Thelocal geametry of reflectin at a rough
surface.

height, as well as the distribution by Beckmann[3].

Sincetheroughnesss geneally assumedo beconstant
for a given surface, this is againa univariatefunction
D(cos 6).

Finally, whenusing the geoméry term G proposed
by Smith [27], which descibes the shasdwing and
maskirg of light for surfaceswith a Gaussianmi-
cro facet distribution, this termis a bivariate function
G(cos a, cos ().

Thecontribution of asingle point- or directional light
sourcewith intersity I; to theintersity of thesurface is
givenasl, = f,(f—> v)cos o - I;. Thetermf,(x,f—>
¥) cos o canbe split into two bivariate parts F(cos ) -
D(cos §) and G(cos e, cos B)/(m - cos B), which are
then storedin two independet 2-dimersional lookup
tables.

Regular 2D texture mappingcan be usedto imple-
mentthe lookup process. If all vectorsarenormalizd,
thetexture coardinatesaresimpledot productsbetwveen
the surface normal, the viewing and light directions,
and the micro facetnormal. Thesevectorsand their
dot prodicts canbe compuedin softwareandassgned
astexture coordinatesto eachvertex of the object.

Theinterpolation of thesetexture coordinatesacrass
a polygon correponds to a linear interpolation of the
vectas without renormalizdion. Sincethe reflectin
modelitself is highly nonlineat thisis muchbette than
simple Gourauw shading, but not asgoodasevaluating
theillu minationin every pixel (Phorg shadng). Thein-
terpdation of normds without renormédization is com-
monly known asfast Phongshadng.

This methal for looking up the illuminationin two
sepaiate2-dimersiond texturesrequreseitherasinge
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rendaing passwith two simultaneols textures, or two
separéte renckring passe with onetexture ead in or-
derto rencer specular reflections on an object. If two
passe areused their resuts aremultiplied using alpha
blendng. A third rendeing passwith hardwarelighting
(or athird simultaneots texture) is appied for adding a
diffuseterm.

If the light and viewing directions are assumed to
be constant, that is, if a diredional light and an or-
thographiccameraareassumed,the compugationof the
texture coordnatescaneven be dore in hardware To
this end, light and viewing direction as well as the
halfway vecta betweenthemare usedasrow vectors
in thetexture matrix for thetwo textures:

0 0 0 cosé Ty cos 0
hy hy h; 0 | my | _ | cosd )
0 0 O 0 ng | 0
0 0 O 1 1 1
Iy Iy I, O Ty Cos
vg vy vy O Ny cos 3
0 0 0 O N, 0 (3)
0 0 0 1 1 1

Figure 2 shows a torus renceredwith two different
roughesssettingsusingthis techmique

We would lik e to note thatthe useof texturesfor rep-
resening the lighting modelintroduces an approima-
tion errar: while theterm F'- D is bourdedby theinter-
val [0, 1], theseondtermG/(w-cos ) exhibits asingu
larity for grazng viewing diredions(cos 5 — 0). Since
graphics hardvaretypicaly usesafixed-pont represen-
tation of textures,the texture valuesareclampedto the
range|0, 1]. Whenthes clampel valuesare usedfor
theillumination process, areasarownd the grazing an-
glescanberenceredtoo dark, espeially if the surface
is very shiry. This artifact canbe reducedby dividing
the valuesstore in the texture by a consaintwhich is
later multiplied back onto the final resut. In practice,
however, theseartifactsarehardly noticeabk.

The samemethodscan be apgied to all kinds of
variationsof the Torrane-Sparrowmodel,using differ-
ent distribution functions and geametry terms, or the
apprximations propcsedin [24]. With varying num-
bersof termsandrencering pases,it is also possble
to comeup with similar factaizationsfor all kinds of
other models For exampke the Phong, Blinn-Phong
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Figure2: A torusrenderedwith the proposedhardware multi-passmethodusing the Torrarce-Sparrowreflectin
model(Gaussanheigh distribution andgeomety termby [27]) anddifferentsettirgsfor thesurfaceroughnes. For
theseimagesthetorus wastessdlatedinto 200 x 200 polygons

and CosineLobe modek canall be renceredin a sin-
gle pass with a single texture, which caneven alread/
accauntfor anambiert anda diffusetermin addtion to
the speclar one

1.1.1 Anisotr opy

Although the treament of anisdropic materiak is
someavhat harder, similar factaization techiquescan
be apdied here. For anisotropc models the micro
facetdistribution function andthe geometical atteru-
ation factor also depem on the angle ¢ betweenthe
facetnomal and a referencediredion in the tangent
plare. Thisreferencediredion is givenin theform of a
tangentvecta ¢,

For example the elliptical Gaussia model [31] in-
troducesananisdropic face distribution function spec-
ified asthe product of two independen Gaussanfunc-
tions, onein thedirection of £, andonein the direction
of thebinormal i x. ThismakesD abivariate function
in theanglksd and¢. Consegently, the texture coar-
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dinates canbe compuedin software in muchthe same
way as descibed above for isotropic materids. This

alsoholdsfor the othe anisdropic modelsin compute

graphics literature

Sinceanistropic modelsdepen on both a nommal
andatangent pervertex, thetexture coordnates cannd
be gereratedwith the help of a texture matrix, even if
light andviewing directionsareassumedo be corstant.
Thisis dueto thefactthattheanisotropc termcanusu
ally not be factaed into a term that only depands on
the surfacenormal, and one that only depemnls on the
tangent.

Oneexcepion to thisrule is the modelby Banks[2],
which is mentioned here despte the fact that it is an
ad-hac modelwhichis not basedon physial consider-
ations Banksdefinesthe reflection off an anisdropic
surface as

I, = cos o - (kg(n!|l§ + kg (n!|R)YT) - I, (4)

wheren’ is the projection of thelight vector into the



plare perpemicular to the tangent vecta ¢. This vec-
tor is thenusedasa shadng nomal for a Blinn-Phorg
lighting modelwith diffuseandspeailar coeficientsk;

and k,, and surface rougmessr. In [28], it hasbeen
pointed out that this Phongtermis really only a func-
tion of thetwo anglkesbetweerthetangen andthelight
diredion, aswell asthetangentandthe viewing direc-
tion. This fact was usedfor the illumination of lines
in [28].

Applied to anisotropic reflecticn models this means
that this Phong term can be looked up from a 2-
dimensonal texture, if the tangent is specfied asa
texture coardinate, andthetexture matrix is setup asin
Equatian 3. Theaddtional termcos « in Equation4 is
computd by hardware lighting with a directiond light
sourceanda purdy diffusemateral, sothatthe Banks
model can be rendeed with one texture and one pass
perlight souce. Figure 3 showsimagesrenderedwith
this reflection model.

Figure 3: Disk and sphee illuminated with isotropic

reflection (left), anisdropic reflecion with circular fea-
tures(certer), andradialfeatures(right).

1.1.2 Measured or Simulated Data

As mentiored above, the idea of factaizing BRDFs
into low-dimersiond parts that can be sampledand
storal astexturesnot only apdies to analtical reflec-
tion modesk, but alsoto BRDFsgivenin atakular form.
Different numeri@al methals have beenpresntedfor
factaizing thesetalular BRDFs [12, 18]. The disau-
sion of theseis beyond the scope of this course, how-
ever.

The advantageof the analtical factaization is that
it is very efficient to adjust paranetersof the reflectin
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model, so this canbe doneinterectively. The numert
cal methodstake too long for that On the otherhand,
thebig advantageof thenumeri@l methalsis thatarbi-
trary BRDFsresuting from measwementsor phydcal
simulationscanbe used.Figure4, for example,shovs
ateamt with aBRDFthatlooks bluefrom onesideand
redfrom anotter. This BRDFhasbeengenerntedusing
a simulation of micrgeometry[8].

Figure4: A teapd with asimulaed BRDF.

1.2 Global [llumination using Environ-
ment Maps

The preentedtechnuesfor applying alterrative re-
flection modelsto locd illumination computaions can
significantly increasethe realism of synthetic images.
However, true phaorealsm is only possble if globd
effectsarealsoconsicered.Sincetexture mapphgtech
niques for diffuse illumination are widely known and
applied, we concentrde on non-dffuse global illu mi-
nation in particular mirror- andglossyreflecion.

We descibe hereanappioachbasedon ernvironmert
maps, as presated by Heidrich and Seidel [9], be-
causethey offer a good compramise betweea render-
ing quaity and storagerequrements With environ-
mentmaps,2-dimersional textures instead of the full
4-dimersiond radiancefield [19] canbe usedto store
theillu mination.

1.3 View-independent Environment Maps

Thetecmiques descrbedin the following assumehat
environmentmapscanbe reused for different viewing
positionsin different frames oncethey have beengen
erated It is therdore necessaryto choosea representa
tion for ervironmert mapswhich is valid for arbitrary
viewing positons. This includesboth cube maps[6]



andparaolic maps[9], both of which aresupprtedon
all modernplatforms.

1.4 Mirror and Diffuse Terms with Envi-
ronment Maps

Once an ervironment map is given in a view-
independat parameteriation, it canbe usedto adda
mirror reflection term to an objed. Using multi-pass
renckringandeitheralphablendng or anaccumuétion
buffer [7], it is possible to adda diffuseglobal illumi-
nation term through the useof a precompuitedtexture.
Two methals exist for the generdion of suchatexture.
Oneway is, that a globd illumination algorithm such
asRadiosty is usedto compue the diffuseglobd illu-
mination in every suifacepoint.

Thesecom approachis purelyimagebasedandwas
proposedby Greend6]. Theervironmentmapusedfor
the mirror term containsinformationabou the incom-
ing radanceL;(x, f) wherex is thepoint for whichthe
ernvironmert mapis valid, andi the direcion of thein-
cominglight. This informationcanbe usedto prefilter
the ervironmen mapto representthe diffuse reflection
of anobjed for all possible sufacenormask. Lik e regu-
lar environmentmaps this texture is only valid for one
point in spa@, but canbe usedasanapproximation for
nearly points.

1.5 Fresnel Term

A regular ervironmert map without prefiltering de-
scribesthe incoming illumination in a point in space
If this informationis directly usedasthe outgdng il-
lumination, aswith regular ervironmert mapping only
metallic surfacescanbe modeled This is becaisefor
metallic surfaces(surfaceswith a high index of refrac-
tion) the Fresnekermis almostone,independent of the
angk betweerlight diredion andsurfacenormal Thus,
for a perfedly smooth(i.e. mirroring) surface,incom-
ing light is reflecedin the mirror direction with a con-
stantreflectance.

For non-metallicmaterids (materiak with asmallin-
dex of refraction), however, thereflectare strorgly de-
pends on the angle of the incoming light. Mirror re-
flectiorns on thesematerals shoud be weightedby the
Fresneltermfor the angke betweenthe normalandthe
viewing direction 7.

Similar to the techiques for locd illu mination pre-
sentel in Sectionl, the Fresnelterm F(cos #) for the

mirror directon 7, canbestoredin atexture map. Since
hereonly the Fresneltermis requred, a 1-dimersiond

texture mapsufficesfor this purpose.This Fresnekerm
is renceredto the framebufer’s alphachanrel in a sep-
araterencering pass.The mirror partis thenmultiplied

with thistermin asecand pass andathird passis used
to addthediffusepart. Thisyieldsanoutgoing radiance
of L, = F - L,, + Ly, whereL,, is the contiibution of

themirror term,while Ly is the cortribution dueto dif-

fusereflectims.

In addtion to simply addng the diffuse partto the
Fresnelweightedmirror reflectin, we canalsousethe
Fresnetermfor blending betweerdiffuseandspecuar:
L,=F-Ly+(1-F)Ly Thisallowsusto simulae
diffuse surfaceswith a trangaren coaing: the mirror
termdescibesthereflection off the coaing. Only light
not reflectal by the coating hits the undelying surface
andis thererefleceddiffusely.

Figure5 shavsimagesyenersedusing thesetwo ap-
proades. In the top row, the diffuse term is simply
addedto the Fresnéweighted mirror term (the glossy
reflectin is zerg. For arefradive index of 1.5 (left),
which approiimately corresponls to glass the objed
is only speallar for grazng viewing angles, while for
a high index of refradion (200, right image),which is
typica for metals the whole object is highly specular.

Thebottom row of Figure5 shows two imagesgen
eratedwith the secand appoach For a low index of
refradion, thespewlartermis againhigh only for graz
ing angles, but in cortrastto theimageabove, the dif-
fuse part fades out for theseangles. For a high index
of refracton, which, aspointed out above, correponds
to metal,the diffuse partis pradically zeroeverywhee,
sothatthe object is a perfect mirror for all directions.

1.6 Precomputed Glossy Reflection and
Transmission

We would now like to extend the coneept of erviron-
ment mapsto glosy reflectims. The ideais similar
to the diffuse prefilteing propcsedby Greene[6] and
the approachby Voorhies and Foran [30] to useervi-
ronmentmapsto geneate Phonghighlights from di-
rectional light sour@s. Thesetwo ideascanbe com-
bined to precomputean ervironmentmap containing
theglossyreflectian of anobject with aPhongmateral.
With this concept, effects similar to the onespresered
by Deberec[5] arepossblein realtime.
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Figure5: Toprow: Fresnéweighted mirror term. Secondow: Fresneweighted mirror termplus diffuseillumina-
tion. Third row: Fresneblendng betwea mirror anddiffuseterm. Theindices of refractionare (from left to right)
1.5,5,and200. Bottomrow: a prefiltered version of the mapwith aroughnes of 0.01, andapplication of this map

to areflectve sphee andtorus



As shavnin [15], the PhongBRDFis givenby

= \R1/r
k0T )
Cos &

b (FIMT
e
wherer, andr, arethe refleced light- and viewing
diredions, respetively.
Thus, the spectar global illumination using the
Phongmodelis

FBYTL@ (1),  (6)

which is only afunction of thereflectian vectors, and
the ervironmentmapcontaining theincomingradance
Li(f). Therefae, it is possilie to take amapcontaning
Li(f), andgenere afilteredmapcontadning the outgo-
ing radiancefor aglossy Phongmaterid. Sincethis fil-

tering is relatively expensive, it canon mostplatforms
not beredore for every framein aninterective applica-
tion. On special graphics hardvarethat suppats con-
volution operdions, however, it can be performedon
thefly, asdescibedby Kautzetal. [13].

Thebottom row of Figure5 shows sucha prefiltered
map aswell as applications of this map for reflectian
and transmision If the original ervironmert map is
given in a high-dynamic range format, then this pre-
filtering techrigue allows for effects similar to theones
descibed by Debevec[5].

2 Shadow Mapping

After discussing modek for local illuminationin the
previouschager, we now turn to global effects. In this
chaperwe dealwith algorithmsfor geneatingshadows
in hadware-baedrendaings.

Shadaevs are probably the visudly mostimportent
global effect. This fact hasresuted in a lot of re-
searth on how to gereratethem in hardware-bagd
systans. Thus, interactive shadowsare in principle
a solved probem. However, currert graphics hard-
ware rarely diredly supprts shadws, and,asa con-
sequence fewer applications thanonemight expectac-
tually usethe developed methais.

In cortrastto theanalyic appioachshadw volumes,
shaaw maps[33] area samping-basedmethod First,
the sceneis renderedfrom the postion of the light
source, using avirtualimageplane(seeFigure6). The
dept imagestoredin the -bufferis thenuse to test
whethe apointis in shaaw or not.

point
light source

virtual
image plane
with

depth image

occluder

=]~

receiver

Figure6: Shadev mapsusethe -buffer of animageof
the scenerencderedfrom thelight source

To this end, ead fragment as seen from the cam-
eraneed to be projected onto the depthimageof the
light soure. If the distanceof the fragment to thelight
sour@ is equd to the depthstoread for the respective
pixel, thenthe fragment is lit. If thefragmentis further
away, is is in shadw.

A hardvare multi-passimplemenation of this prin-
ciple hasbeenproposedin [25]. The first stepis the
acquaition of the shadowmapby rencering the scere
from thelight sourceposition. For walkthrougts, thisis
apreprocesing step,for dynamic sceresit needso be
perfomedeachframe. Then,for eachframe,the scere
is renderedwithout the illumination contribution from
thelight souce. In asecom renceringpass, theshadow
mapis speified asa projective texture, anda spedfic
hardware extension is usedto mapeachpixel into the
local coardinate spaceof the light soure and perform
thedepthcomparson. Pixelspassig this depth testare
marked in the stendl buffer. Finally, the illumination
contribution of the light souice is addel to the lit re-
gionsby athird rendeing pass.

The advartage of the shasdhw mapalgarithm is that
it is ageneal methodfor computing all shalowsin the
scene andthatit is very fast sincethe representaion
of the shadws is independant of the scenecomplex-
ity. Onthedown side,there areartifactsdueto the dis-
cretesamplirg andthe quartization of the deph. One
benefitof the shadowmap algarithm is that the ren-
deringquality scales with the available hardware The
methodcould be implemened on fairly low end sys-
tems, but for high end sysemsa highe resdution or
deepe -buffer could be chasen,sothatthe qualty in-



crea®s with the available texture memory Unfortu-
natel, the neessaryhardware extensionsto perfom
the depthcomparisn on a perfragmern basisare cur
rently only availablehave until recenly only beenavail-
able on two high-end systans, the RealityEngne [1]
andthe InfiniteRedity [20].

2.1 Shadow Maps Using the Alpha Test

Instead of relying on a dedicatedshadowmap exten-
sion, it is also poss$ble to use projective textures and
the alphatest. Basically, this methodis similar to the
methoddescibedin [25], but it efficiently takesadvan-
tageof autanatictexture coordnategereration andthe
alphatestto gererateshadw maskson a per-pixel ba-
sis. This methodtakes one rendeing passmore than
requred with the appr@riate hardwareextenson.

In contrastto traditional shadbw mapswhichusethe
contentsof a -buffer for the depthcomparson,we use
a depgh mapwith alinear mappng of the valuesin
light soure coodinates. This allows us to compue
the depth valuesvia automatictexture coordnate gen-
eraton insteadof a perpixel division. Moreover, this
choice improvesthe quality of the depthcompaison,
becaisethe depth rangeis sampleduniformly, while a

-buffer representsclose points with higher accuacy
thanfar points.

As befare, the entirescere is renceredfrom the light
source position in a first pass.Automatictexture coor-
dinate gereratian is usel to setthetexture coordnateof
eachvertex to the deph asseenfrom the light souce,
and a 1-dimensioral texture is usedto definea linear
mappirg of this depthto alpha values. Sincethe al-
phavaluesarerestrictedto therange [0 1], nea and
far planes have to be selected, whosedephs are then
mappedto alphavalues 0 and 1, respetively. There-
sult of this is animagein which the red, green and
bluechannelshave arbitrary values but thealphachan-
nel stores the dept information of the sceneas seen
from thelight soure. Thisimagecanlaterbe usedasa
texture.

For all object points visible from the camera,the
shadw map algarithm now requres a comparson of
the point's degh with respet to the light souice with
the correspondng depthvalue from the shadowmap.
Thefirst of thesetwo valuescanbe obtanedby apply-
ing the samel-dimersiond texture that was usedfor
geneating the shasdw map. The secand valueis ob-
tained simply by using the shadbw mapasa projective
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texture. In orderto compae the two values, we can
subtrat themfrom eachothe, andcompae the resut
to zera

With multi-texturing, this compaison can be im-
plemened in a sinde rendering pass Both the 1-
dimensonal texture andthe shadowmap are specfied
assimultaneotstextures,andthetexture blending func-
tion is usal to implementthe difference. The result
ing a valueis 0 at eachfragmentthatis lit by the light
sour@,and 0 for fragmentsthatareshadowedThen,
analphatestis employed to compaetheresulsto zero.
Pixels passim the alphatestare marked in the stencl
buffer, sothatthelit regionscanthenberenceredin a
final rencering pass

Without suppat for multi-texturing, the samealgo-
rithm is much more expersive. First, two sepaate
passe arerequred for applying the texture maps,and
alphablending is usedfor the difference Now, the
framehuffer containsan « value of 0 at eachpixel that
is lit by thelight soure,and 0 for shadwed pixels.
In the next stepit is thennecesaryto seta to 1 for
all the shadowedpixels. This will allow us to rende
thelit geomety, andsimply multiply eachfragmentby
1 — « of thecorrepondng pixel in theframebufer (the
valueof 1 — & would be 0 for shadwed and1 for lit
regions). In orderto dothis, we haveto copy theframe-
buffer ontoitself, therely scaing a: by 2 , wheren is
the numbe of bits in the o chamel. This ensuesthat
1/2 ,thesmallesvalue 0, will bemappelto 1. Due
to the autamatic clamping to the interval [0 1], all
larger values will alsobe mappel to 1, while zeroval-
uesremainzera In addtion to requring an expensive
frameluffer copy, this algorithm also need an alpha
chanrel in theframehuffer (“destinaion alpha’), which
might not be availableon somesysems.

Figure7 showsanengineblock wheretheshadowre-
gionshave beendeteminedusing this appraach. Since
thescends rendaedatleastthreetimesfor everyframe
(four times if the light source or ary of the objects
move), therenceringtimesfor this metha strorgly de-
pendonthecompleity of thevisible geanetryin every
frame,but not atall on the compleity of the geomety
castirg the shadws. Scenesof moderde complexity
canbe rendeed at high frame rateseven on low end
systemsTheimagesin Figure7 areactually theresuls
of texture-basel volume rendeing using 3D texturing
hardware (see[32] for the details of the illumination
process).



Figure 7: An engire block geneatedfrom a volume
datasetwith andwithout shadows.The shadowshave
been computd with our algarithm for alpha-coded
shaaw maps. The Phongreflecion modelis used for
theunstadaved parts.

3 Bump Mapping Algorithms

Bump maps have becomea popular appoach for
adding visual complity to a scene without increas-
ing the geametric complity. They have beenused
in software rendering sysemsfor quite a while [4],
but hardware implemenations have only ocaurredrela-
tively recerly, and severd different methodsare pos-
sible, depending on the level of hardvare suppat
(e.0.[23, 22,9, 14)).

The original apprachto bump mappirg [4] defines
surface detdl as a height value at every point on a
smoothbasesurface. Fromthis texture-mappecdheight
valug one cancompue a perpixel normal by taking
the partid derivatives of the height values Sincethis
is a fairly expensve operaton, mostrecern hardvare
implemenations[22, 9, 14] precomputethe normal for
every surface point in an offline process, and store it
diredly in atexture map.

The bump mapping schane that has beamme most
popuar for interactive applications recenly is de-
scribedin defail in a techical repat by Kilgard [14].
First, the light and the viewing vector at every vertex
of the geomety is compued andtransbrmedinto the
local coodinateframeat that vertex (“tangentspace”,
seg]22]). In theoriginal version, thisis asoftware step
which cannow, however alsobe donedirectly in hard-
ware [16]. Then, these local vectors are interpolated
acros the surfaceusing Gouraudshadng andthe per
pixel bump mapnormak arelooked up from a texture
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map. A simple reflecton model containing a diffuse
anda Phongcompaentcanthenbe implementedasa
numberof dot productsfollowed by succesie squar-
ing (for the Phongexporent). Theseoperdions map
easilyto the register combirer fadlity presntin mod-
ernhardware[21].

3.1 Shadows for Bump Maps

Thebasicappioachto bumpmappirg asoutlinedabove
can be extended to approimate the shadws that the
bumpscastonto eachothe. Notethatapprachedike
shadowmapsdo notwork for bumpmapsbeausedur-
ing the renckring phae the geometryis not available;
only per-pixel normalsare. Shadeving algorithms for
bumpmapsthereforeencodt thevisibility of every sur-
face point for every possble light direction. This is
simplified by thefactthatbump mapsarederivedfrom
height fields (i.e. terrairs), which allows usto usethe
notion of a horizon. In aterran, a distant light soure
locatal in acertan diredtion is visible from agivensur-
facepointif andonly if it is located above the horizon
for thatsurfacepoint. Thus,it is sufficientto encoat the
horizon for all height field points anddirecions. This
apprachis called horizon mappng, first presatedby
Max [17].

Thequsstionis, how this horizon informationcanbe
repregntedsuchthat it consumeslittle memory and
suchtha the testof whethera given light diredion is
above or belowthe horizon for ary point in the bump
map canbe doneefficiently in hardware. We descibe
herea methodproposedby Heidrich etal. [8].

We startwith a bump map given as a height field,
asin the original formulation by Blinn [4]. We then
selecta numberof rancom directons D = ; , and
shootraysfrom all height field points  into eachof the
directons ;. Fortheshalowing algarithm wewill only
recorda bodeanvaluefor eachof thes rays, namey
whethertheray hits anoher pointin the heightfield, or
not. In Sectian 3.2wewill desribehow to useasimilar
prepraessig stepfor compuing indirect illu mination
in bumpmaps.

Now let us consicer all the rays sha from a single
surface point . We project all the unit vectors for
the samplirg diredions ; D into thetangent plare,
i.e.we dropthe coordnate of 2 in thelocd coardi-
nateframe. Thenwe fit an ellipse contdning asmary
of those2D pointsthat correspondto unshadaved di-
rectionsaspossible,without containing too mary shad



oweddirectons. Thisellipseis uniquelydetermiredby
its (2D) cenerpoint , adirection( 5, ,) descrbing
the direction of the major axis (the minor axis is then
simply (= 4, &) ), andtwo radi r; andr , onefor
the extentalong eachaxis.

Figure 8: For the shadowtest we premmpute2D el-
lipses at eachpoint of the heigh field, by fitting them
to the projedions of the scatering directions into the
tangentplare.

For thefitting process,we begin with theellipse rep-
resetied by the eigawectas of the covariarce matrix
of all points correponding to unshaowed diredions.
We then optimize the radii with a local optimization
method As an optimization criterion we try to max-
imize the numberof light diredions inside the ellipse
while atthe sametime minimizing the numbe of shal-
oweddirections insideit.

Oncewe have computal this ellipse for eachgrid
point in the heigtt field, the shadowtestis simple. The
light direction lis alsoprojectedinto thetangentplane
andit is cheked whethe the resuting 2D point is in-
sidetheellipse(comrespomingto alit point) or not(cor
respanding to ashadwedpoint).

Both the projection andthe in-ellipsetestcan math-
ematicdly beexpressedvery easily. First,the2D coor-
dinatesl, andl, have to be trandormedinto the coor-
dinate systan definedby the axesof theellipse:

A O I R ()

A U B N

0 9)

hasto be perfomed.
To mapthes computdionsto graphcs hardvare,we
representthe six degrees of freedom for the ellipsesas

2 RGB textures. Thenthe required operdions to im-
plementEquatians 7 through 9 aresimple dot products
aswell asadditionsandmultiplications. This is posst
ble using the OpenGLimagingsulset[26], available on
most contemprary workstatons, but also using some
vendor specfic extensiors, such as the register com-
biner extenson from NVIDIA [21]. Dependig onthe
exactgraphics hardvareavailable, the implemenation
detaik will have to vary slightly. Thesedetdls for dif-
ferentplatformsaredesribedin atechrical repat [11].

Figure9 shavs someresuls of this shasdwing algo-
rithm.

Figure9: A simplebump mapwith andwithout shad
ows

3.2 Indirect lllumi nation in Bump Maps

Finally, we would like to discussa methal for com-
puting theindirectlight in bumpmapg[8], i.e. thelight
thatbourcesarourd multiple timesin thebumps before
hitting the camera.

As in the caseof bump map shaadws, we stat by
choosng asetof rardomdirectons ; D, andshoot
ing rays from al points  on the height field into all
directons ;. Thistime, however, we do not only store
abooleanvaluefor every ray, but ratherthe 2D coordi-
natesof theintersectio of thatray with the heigtt field
(if ary). Thatis, for every diredion ;, we storea 2D
map ; that,for everypoint , holdsthe2D coordnates
of thepoint visible from in direction ;.

Using this precanputed visiblity information, we
canthenintegrate over the light arriving from all di-
rections. For every point in the height field, we sum
up theindirectillumination arriving from ary of the di-
rections ;, asdepicedin Figurel0.

If we assume thatboththelight andthe viewing di-
rection vary slowly acrossthe height field (this corre
spond to the assumpon thatthe bumps arerelatively
small compaed to the distancefrom both the viewer
andthelight souce),thentheonly strorgly varying pa-
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Figure 10: With the precanputedvisibility, the differ-
ent patts for the illumination in all surfacepoints are
compogd of pieces with idertical directions.

rametes arethe surfacenormals More spedfically, for
the radiarce leaving a grid point  in direction v, the
importent varying parametes are the normal 7 , the
point = 4 ] visible from in direction ;, and
thenormal# in thatpoint.

In particular, the radiancein direction ' cause by
light arriving from direction I’ andscateredoncein di-
rection — ; is givenby thefollowing formula

Lo( ,8) =fr(@ , 5,7 | 3

fr@ L= )@ - Ly 1) (10)

Usually, the BRDF is written asa4D function of thein-

comingandthe outgoing direction, both givenrelative
to alocal coodinateframewherethelocal sufacenor

mal coincideswith the -axis. In aheigtt field setting,

however, the viewing andlight diredions aregivenin

someglobal coordnate systan thatis not aligned with

the local coordnate frame, sothatit is first necessary
to perform a transformaton betwea the two frames

To emphaizethisfact,we have derotedthe BRDF asa
function of theincoming andoutgdng direcion aswell

asthe surface normal If we planto useananisotropic

BRDFonthemicrogeametrylevel, wewould alsohave

to include areferencetangent vecta.

Note that the term in parenthess is simply the di-
rectillumination of a height field with viewing direc-
tion — 2 with light arriving fromi. If we premmpute
this termfor all grid pointsin the height field, we ob-
tain a texture L; confaining the direct illumination for
eachsurface point. This texture canbe generged us-
ing a bump mappirg stepwherean orthagraphc cam-
erapoints down onto the height field, but —2 is used
astheviewing directon for shadng purpcses.

Oncewe have Ly, the seconl reflectin is just an-
other bump mappingstepwith ¥ asthe viewing direc-
tion and 2 asthelight directon. Thistime, theincom-
ing radianceis not detemined by the intensity of the
light source, but ratherby the contentof the I; texture.

For eachsurfacepoint  we look up the correspondng
visible point = ;[ ]. The outgdng radiarce at
which is stared in the texture as Ly |, is at the same
time theincoming radianceat

Thus,we have redue@dcomputng theoncescatered
light in eachpoint of the height field to two suaes-
sive bump mappirg operatons, wherethe secoml one
requiresanaddiional indirection to look up theillu mi-
nation We caneasily extend this techrique to longe
paths andalsoaddin thedirecttermat ead scatt&ing
point. Thisisillustratedin the Figure11.

Direct lllum. Indirect Illum.

1 1 QZ

Direct lllum. l
F———» +

2 243

Indirect lllum.

Direct lllum. l Indirect lllum.
F——» +
] n:
Direct lllum. ¢
— t —»

Figure 11: Extendng the dependen testscatering al-
gorithm to multiple scatering Eachbox indicatesa
texturethat is geneatedwith regular bump mappiry.

For the total illumination in a height field, we sum
up the cortributions for several such paths (some40-
100in mostof our sceres). This way, we comput the
illumination in the complde height field at once using
two SIMD-style opeiations on the whole height field
texture bump mappirg for dired illumination, using
two given directons for incoming and outgdng light,
aswell asalookup of theindirectilluminationin atex-
ture mapusingthe precomputel visibility datain form
of thetextures ;.

3.2.1 Use of Graphic s Hardware

In recentgraphcs hardvare, both on the workstaion
and on the consimer level, several new featues have
beenintroduca that we can make use of. In par-
ticular, we assune a stardard OpenGL-like graphics
pipeline [26] with someextensbnsasdescibedin the
following.

Firstly, we assumethe hardvare has someway of
rendeing bump maps. This can either be suported
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through spedfic extersions(e.g.[21]), or throughthe
OpenGLimaging subse¢[26], asdescibedby Heidrich
andSeidel[9]. Any kind of bumpmappirg schemewill

be sufficient for our purpcses but thekind of reflectin
modelavailable in this bump mappingstepwill dete-
mine what reflection model we can useto illuminate
our hight field.

Secondly, we will nead a way of interpreting the
comporentsstoral in one texture or imageas texture
coorinates pointing into anotter texture. One way
of supporting this is the so-alled pixd texture ex-
tensbn [10, 9], which performsthis operdion during
trander of imagesinto theframebuffer, andis currently
only available on somehigh-endSGI machnes. Alter-
natively, we canusedepementtexture lookups a vari-
ant of multi-texturing, that hasrecenly becomeavail-
ableon somenewer PC graphics boads. With depen-
denttexturing, we canmaptwo or moretextures simul-
taneasly ontoanobjed, wherethetexture coardinates
of theseconl texture areobtairedfrom thecomporents
of the first texture. This is exactly the feature we are
looking for. In casewe have hardware that supports
neither of thetwo, it is quite simple althoughnotvery
fast, to implementthe pixel texture extension in soft-
ware: the framebufer is readout to mainmemory and
eachpixel is replaedby a valuelooked up from a tex-
ture, usingthe previous contentsof the pixel astexture
coominates.

Using these two features, depemlent texturing and
bump mappirg, the implemenation of the depement
testmethodasdescibed above is simple. As depcted
in Figure 10, the scdtering of light via two points
and in the height field first requires us to compue
the directilluminationin . If we do this for all grid
points we obtan a texture Ly contdning the reflecied
light cawsedby the dired illumination in ead point
This texture Ly is generged using the bump mappirg
mechaism the hardware provides. Typically, the hard-
ware will support only diffuse and Phongreflectians,
but if it sugports moregereral models thenthes can
alsobe usedfor our scatteing implemeration

The secomrl reflectonin s alsoa bump mappirg
step(althoughwith different viewing- andlight direc-
tions), but this time the direct illumination from the
light souce hasto be repaced by a perpixel radi-
ancevalue correspondng to the reflectal radianceof
the point  visible from in the scatering direction.
We achiee this by bump mappirg the surface with a
light intensity of 1, andby afterwardsapplying a pixel-

wisemultiplication of thevaluelookedup from I; with

the help of depemlenttexturing. Figure 12 shovs how
to conceptually setup amulti-texturing sygemwith de-
pendat texturesto achie\e this result

q
L|
Ly —

Figure 12: For computng the indirect light with the
help of graphics hardvare, we coneptudly require a
multi-texturing sysemwith deperdenttexture lookups.
This figureillustrateshow this systen hasto be setup.
Boxes indicate one of the two textures, while incom-
ing arrowssignal texture coordnatesandoutgoingones
mearnthe resuting color values

Thefirsttextureisthe ; thatcorrespondtothescat
tering diredion ;. For ead point it yields , the
point visible from in direction ;. The secom tex-
ture L4 contans thereflectal direct light in eachpoint,
which actsas an incoming radiance at Figure 13
shavs someresuts of themethal.

Figure13: A bump mapwith andwithout indirectillu -
mination

By using this hardvareappioach,wetreatthegraph
ics boad asa SIMD-like machine which perfomsthe
desiral operdions, and compues one light path for
eachof the grid points at once. This use of hardware
dramatially increaseghe performanceover the soft-
wareversim to analmostinteractive rate.

4 Conclusion

In this part, we have reviewed someof the morecom-
plex shaling algolithmsthat utilize graphics hardvare.
While theindividualmethod arecertanly quite differ-
ent,there aresomefeatuestha occurin all examples:
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The most expengve operaions (i.e. visibility
compuations filtering of environmentmapsetc.)
arenot performedonthefly, but aredonein apre-
computng step

Theresuls of the precanputaton arerepresenéd
in a sampkd (takular) form that allows usto use
texture mappng to apply the information in the
actud shades.

The shadkrs themelves are often relaively sim-
ple dueto the amoun of premmputaion. They
mostlyhavethejob of combiring the precanputed
texturesin variousflexible ways.

The textures needto be parametazed in sucha
way thatthe texture coordnatesare easyand effi-
cientto geneate,idedly directly in hardvare.
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